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Overview

The purpose of this document is to outline Ignia’s style guidelines for development practices when developing databases or writing SQL code.  
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Capitalization

As a rule of thumb, everything should use PascalCase unless a specific exception is noted.  One popular exception is table names, which are prefixed with a three character lower case identifier (similar to Hungarian notation).

Case Sensitivity

While most SQL tools are not case sensitive, many programming languages (such as C#) are.  Based on this as well as the need for consistency all Ignia code and database objects should be treated as though they are case sensitive.  If the capitalization standards are met this should not be an issue. 
Indentation and Formatting

Most Ignia style guides recommend using two spaces for indentation; in SQL script, however, we use tabs.  There are two primary reasons for this:

1. Rendering: Since SQL is usually viewed in the limited tools of Enterprise Manager which use, for an unknown reason, a non-fixed-width font by default, tabs help maintain formatting.

2. Alignment: For readability, it helps if SQL statements are aligned into columns of similar command parts.  Using tabs makes this easy to accomplish.
Example

The following is an example of properly formatting SQL code.
Declare
@FieldName1

Set

@FieldName1
= NULL

If (@@Identity Is Not NULL)

  Begin


Select
FieldName1, 



FieldName2 AS FieldNameX


From
TableName


Where
(@FieldName1 Is NULL or FieldName1 = @FieldName1)


And
Length(FieldName2) > 5


Order By
FieldNameX Asc

End

Comments and Structure

SQL Objects, just like C# Class Files, should be carefully commented and consistently structured.  Since the standard is relatively simple, this section will rely on an example to demonstrate how it works instead of articulating each element individually.  In summary, there is a standard header block (with revision history) and then a section comment header to outlining major functional areas of the procedure or function.  As with most code, the header block and variable declarations should appear at the top.  It is recommended that developers start using one of Ignia’s standard script templates as these will provide all required elements and help ensure consistency. 

-------------------------------------------------------------------------------------- [NAME]

-- Purpose:
[Purpose]

-- Parameters:

--   Input:
See Below

--   Output:
[Output Variable(s)]

--

-- History:

--  [FName][LName]
MMDDYYYY
[Update Description]

------------------------------------------------------------------------------------CREATE PROCEDURE [Name]


@[InputVar]
[DataType]
= [Default]
,
-- Description


@[InputVar]
[DataType]
= [Default]
,
-- Description


@[InputVar]
[DataType]
= [Default]

-- Description

-------------------------------------------------------------------------------------- DECLARE VARIABLES

------------------------------------------------------------------------------------Declare

@[VarName]

[DataType]

Set

@[VarName]
=
"Default Value"

-------------------------------------------------------------------------------------- [MAIN DESCRIPTION]

------------------------------------------------------------------------------------ [Main Code]

-------------------------------------------------------------------------------------- EXECUTE THIS SCRIPT

------------------------------------------------------------------------------------GO

Object Naming Conventions

Enterprise Manager and SQL 7.0+ take most of the technical challenge out of creating databases; the difficult part now is primarily one of logical and intuitive organization.  Naming conventions are a huge aspect of this.

Character Limitations

While SQL permits the use of spaces and periods inside object names, these should not be used since not all clients recognize this naming convention.  For instance, ADO (fairly) assumes that a period represents the “server.user.object” fully qualified naming convention.  Likewise, underscores should only be used where specified in this document; namely, for prefixes in object names and to denote relationships in foreign key constraints.
Object Prefixes

All object names should begin with a three-letter lowercase prefix followed by an underscore that groups objects by functional areas.  A small database may have only one functional area; this convention is still used as it allows additional areas to be added in groups later (if necessary) and also separates the objects from system objects (if those are viewable in the specific client).  Like file extensions, it is difficult to be descriptive within three characters; as such, these prefixes can be occasionally arbitrary. As an example, Ignia recently used “mxm_” as the prefix for a “MSN Mixed Messages” campaign.  Currently, these prefixes are not documented anywhere specifically; their intent is more to cluster similar tables together than to provide semantic clarification over purpose.

Scope Considerations

Often times prefixes are named according to specific functionality, a particular promotion or campaign or some other particular reference.  If these functional groups require data to be stored that is not specific to that area and thus should be centralized across the entire database then that should be noted by the prefix.  For instance, in the MSN database referenced above, if the user records were shared across multiple promotions then they may have been stored in a table “msn_Users”.  Similarly, if a lookup table was created for, say, countries then that would have been stored in “ref_Countries” (Ignia often uses the prefix “ref_” to store reference lookup tables common to the site).       
Tables

Tables should represent individual entities and thus be named with as objects.  In addition, since tables contain multiple records of such entities their titles should be plural.  For instance, “web_Users”.  For more information on naming conventions for tables, see “Fields” which outlines the specific field naming conventions used for table columns.  The table name, sans prefix, should generally be unique to the database; in some cases this may create some redundancy with the prefix (e.g., web_WebUsers and win_WindowsUsers); this is generally not an issue.   

Fields

Within a table or view, specific care should be given to providing consistent naming conventions for fields. 
Primary Key Constraints

Tables will generally have a Primary Key field; this should be called [Entity]ID (where entity is singular).  For instance, if you have a table called “web_Users” then the Primary Key should be “UserID”.  Since the table name is unique, this name should be unique in the database; this makes it much easier to trace relationships in a large data structure.  Under no circumstances should a PKC field be named the ambiguous “ID” (this is only specified as it is a popular convention).  Note: The PKC should always be the first column in a table.
Foreign Key Constraints

Foreign key constraints should be named after the Primary Key Constraint that they reference.  This exposes the benefit of having uniquely named primary keys.  In general, the foreign keys are put at the top of a table, immediately following the primary key.

Lookup Tables

Based on this, references to lookup tables should always be identified using [Entity]ID names (this is only specified as it is popular to name lookup fields [Entity]Type); if “Type” is an appropriate identifier then lookup table should be labeled accordingly (e.g., “ref_AddressTypes” with a PKC of “AddressTypeID”).  It should always be noted that a column labeled with “ID” should always represent a primary key; if you have a table including “GenderID”, for instance, there should be a lookup table called “ref_Genders” that specifies what each ID maps to.

Ambiguous References

There are some instances where multiple references to the same primary key need to be made in a single table; in this instance, the primary key may use a descriptive prefix (not limited in length) and an underscore to differentiate the references.  For instance, a table “web_Companies” may have “Shipping_AddressID” and “Billing_AddressID” as two distinct references to a single primary key.  Please note that this case is rare; in this example, for instance, it would usually make more since to have each AddressID associated with a CompanyID and address type field or to use a n:n mapping table in the case that one address could have multiple associations. 

Ambiguous or Common Field Names

There are some field names which are commonly used.  One example if “Name”.  This can cause confusion when joining multiple tables together.  As such, it is recommended that fields using common or ambiguous names be prefixed by their table name (even though this appears redundant in context of the table).  For instance, a lookup table named “ref_Countries” will typically use the columns “CountryID” and “CountryName”.  
Date Fields

In general, date fields are prefixed with “Date” and followed by a descriptor.  For instance, many tables will include a field “DateUpdated” and “DateAdded”.  
Boolean Fields

Boolean (bit) fields should be labeled using the prefix “Is” followed by an adjective.  For instance “IsActive”.  Under all circumstances it should be clear what state is represented by a 0 (false) or 1 (true).  If this is ambiguous, use an TinyInt with a lookup table instead.
Indexes and Keys

Ignia uses the same naming conventions used by Enterprise Manager for the naming of Indexes and Keys.  Since indexes and keys are rarely created manually (at least after SQL 7.0), it isn’t necessary to outline these here, but for reference the general format is:


[IX|PK|FK]_[TableName][_[ForeignTableName]][_n]

So, for instance:


PX_web_Users


IX_web_Users


IX_web_Users_1


FK_web_Users_web_Companies
Views

Views should begin with “vw_” followed by standard table naming conventions.  E.g., “vw_web_Users”.  The prefix is important as a) it helps identify that this is not a table (and thus cannot be written to) and b) that when modifying this object, users should check in the views organizational unit.
Stored Procedures

Stored procedures, like methods in a programming language, should be named as verb statements.  For CRUD operations, Ignia uses the following standard naming conventions (borrowed from C):

	Get
	Selects (reads) a recordset or variable list
	e.g., web_GetUsers

	Set
	Inserts or Updates a record
	e.g., web_SetUser

	Delete
	Deletes a record
	e.g., web_DeleteUser


Note: Generally speaking, the same stored procedure should provide access to both update and insert functionality. 

The “sp_” prefix

Stored procedures should not start with the prefix “sp_” (despite being a popular convention).  The reason for this is that when SQL receives a call to a procedure beginning with “sp_” it automatically searches the master database first instead of the local database.  As such, it is more time consuming.  The “sp_” prefix should only be used for procedures placed in the master database (which Ignia should rarely, if ever, do).   
Identity Fields and Seed Values

Generally speaking, the Primary Key Constraint of a table will be an identity (auto number) field.  In these instances, Ignia usually assigns a seed value equal in digits to the maximum expected number of records.  For instance, in a “web_Users” table if the site expects 600,000 users, then the seed might be 100000.  The benefit of this is that it gives every user a UserID that is six digits and thus easy to recognize as a UserID.  While this is a popular convention for databases, it is not strictly enforced but is merely a guideline.
